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Abstract

Background: Electronic Health Record (EHR) systems impose
substantial administrative burden on clinicians and are strongly as-
sociated with cognitive overload and professional burnout. In par-
allel, autonomous and semi-autonomous artificial intelligence (AI)
agents—such as ambient documentation scribes, Microsoft Copilot,
ChatGPT-based tools, and clinical chatbots—provide transformative
potential to re-engineer EHR-mediated workflows in healthcare. If
poorly integrated, however, these agents can introduce verification
bottlenecks, hallucination risks, and new sources of cognitive load.
The study aimed to evaluate clinical operational transformations driv-
en by EHR-integrated Al agents, synthesize human factors engineer-
ing (HFE) design frameworks, and establish practical guidelines for
integrating conversational Al into hospital IT infrastructure.

Methods: A PRISMA 2020—guided systematic review was conduct-
ed across PubMed/MEDLINE, Embase, IEEE Xplore, and Scopus
to identify empirical studies evaluating cognitive load, Al agent us-
ability, workflow throughput, and error profiles in Al agent-assisted
health IT environments. Eligible studies enrolled clinicians using
EHRs in inpatient or outpatient care, deployed autonomous or semi-
autonomous Al agents integrated with EHR workflows, and reported
human-centered outcomes such as documentation time, administra-
tive time, NASA-TLX cognitive load, System Usability Scale (SUS)
scores, and hallucination or omission rates.

Results: Across ambient Al scribe implementations and Al-assisted
documentation workflows, Al agent deployment reduced per-patient
documentation time by approximately 75%, daily administrative
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overhead by about 60%, and after-hours “pajama time” by up to 70%.
Quantitative measures of cognitive workload and usability generally
improved, but new burdens emerged around verification, auditing,
and management of Al-generated content. Three core HFE integra-
tion patterns—visual provenance, progressive disclosure, and attes-
tation interlocks—were identified as effective strategies to mitigate
verification fatigue and reduce hallucination risk when embedded
into EHR-native interfaces.

Conclusions: Clinical engineers and healthcare IT leaders need to
prioritize HFE-driven integration architectures when deploying Al
agents into EHR workflows. Without robust visual grounding and
verification workflows, gains in generative efficiency are offset by
downstream cognitive overload. Embedding Al agents via SMART
on FHIR within native EHR environments, coupled with human-in-
the-loop safety interlocks, can safely translate generative Al gains
into improved clinical decision-making, operational throughput, and
provider well-being.

Keywords: Artificial intelligence; Electronic Health Records; Ambi-
ent Al scribes; Microsoft Copilot; Human factors engineering; Cogni-
tive load

Introduction: Electronic Health Record (EHR)
Systems Have Become Foundational Infra-
structure for Modern Clinical Practice

EHR continues to impose substantial administrative and cog-
nitive burden on clinicians. Time-consuming documentation,
complex tab navigation, fragmented data display, and high
interruption rates contribute to cognitive overload and burn-
out, particularly in ambulatory and high-volume settings [1].
Rapid advances in artificial intelligence (Al)—especially large
language models (LLMs) and ambient clinical documentation
technologies—have created new opportunities to re-engineer
EHR-mediated workflows [2, 3]. Ambient digital scribes, en-
terprise copilots (e.g., Microsoft Copilot for Healthcare, Nu-
ance DAX Copilot), and interactive clinician chatbots now act
as autonomous and semi-autonomous Al agents across multi-
ple operational vectors as shown in Figure 1, including clinical
documentation, chart review synthesis, inbox message triage,
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Figure 1. Multimodal data fusion architecture with Al agents (Microsoft Copilot, ChatGPT, & Clinical Chatbots).

and revenue cycle workflows.

Despite their promise, Al agents can shift cognitive load
from generative writing to verification auditing, especially
when interfaces lack visual grounding, clear provenance, or
efficient review mechanisms [4-7].

Clinical engineers—responsible for optimizing health tech-
nology—require evidence-based design frameworks to integrate
Al agents safely and effectively into EHR environments.

Methodology

We conducted a systematic review of empirical studies evalu-
ating Al agents integrated into EHR workflows, following the
PRISMA 2020 statement as shown in Figure 2. The review
focused on operational, cognitive, and usability outcomes as-
sociated with ambient documentation systems, Microsoft Co-
pilot for Healthcare, ChatGPT-based clinical documentation,
and specialized clinician chatbots.

Data Sources and Search Strategy

Comprehensive database searches were executed across Pub-
Med/MEDLINE, Embase, IEEE Xplore, and Scopus. Search
strategies combined keywords and controlled vocabulary
terms related to “ambient artificial intelligence,” “digital
scribes,” “clinical chatbots,” “Microsoft Copilot,” “large lan-
guage models,” “electronic health records,” “cognitive work-
load,” “NASA-TLX,” “System Usability Scale,” and “docu-
mentation time.” Reference lists of included articles, relevant
reviews, and industry white papers were hand-searched to
identify additional studies [8—11]. Searches were limited to
peer-reviewed articles in English assessing clinician-facing Al
systems deployed in real or simulated EHR environments.
Exclusion criteria comprised studies focusing solely on

algorithmic accuracy metrics without human usability evalu-
ation, non-clinical populations, standalone non-EHR tools,
editorials, opinion pieces, white papers, and trade publica-
tions. Titles and abstracts were screened independently by
reviewers to exclude clearly ineligible studies [12—16]. Full-
text articles were then assessed against PICOS criteria. Data
extraction captured: clinical setting, EHR platform, Al agent
type and integration modality, study design, primary and sec-
ondary outcomes, and reported usability, cognitive load, and
error metrics. Where available, effect sizes on documenta-
tion time, administrative time, and burnout-related measures
were recorded.

Results

Study characteristics

Included studies spanned ambulatory primary care, subspe-
cialty clinics (e.g., oncology, cardiology), and mixed inpa-
tient—outpatient settings. EHR platforms predominantly in-
clude Epic and Cerner, with Al agents integrated via native
workflows, SMART on FHIR apps, or proprietary ambient
documentation pipelines. Sample sizes ranged from small pilot
implementations to multi-site pre—post studies. The technical
and operational comparison of clinical Al modalities was con-
ducted as shown in Table 1.

Operational workflow transformations

Across settings, ambient Al scribes and copilots transformed
documentation workflows from manual typing or traditional
dictation to real-time ambient capture and Al-generated SOAP
notes. Clinicians reported substantial reductions in in-visit typ-
ing and post-visit completion time, with gains in perceived fo-
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Figure 2. PRISMA 2020 flow diagram illustrating identification, screening, eligibility, and inclusion of studies evaluating Al agents
(ambient documentation systems, Microsoft Copilot, ChatGPT, and clinical chatbots) in clinical workflows.

Table 1. Technical and Operational Comparison of Clinical Al Modalities

Feature/ Ambient Scribes Microsoft Copilot ChatGPT (Ope- Specialized clini-
dimension (Abridge/DAX) for Healthcare nAl Enterprise) cian chatbots
Primary Passive ambient EHR chart summarization, General conversational Interactive chart QA,

clinical focus

Interaction
mechanism

HIPAA/data
privacy

Primary
strengths

Key HFE &
Usability risks

consultation recording &
SOAP note generation.

Background microphone
audio capture (hands-free).

BAA compliant, audio

processed in HIPAA enclave.

Eliminates manual typing
during patient encounters.

Acoustic distortion in noisy
rooms; verification fatigue.

inbox draft synthesis, &
Microsoft 365 workflow
automation.

Sidebar EHR pane &
embedded native buttons.

Enterprise HIPAA compliance

via Azure Health Data Services.

Seamless deep integration with
Epic, Cerner, and Office 365.

Context switching if integrated
across multiple sidebar tabs.

reasoning, patient letter
generation, & complex
differential query support.

Conversational chat
window/API integration.

Enterprise BAA
required; zero data
retention for training.

Superior complex reasoning,
multi-language translation,
& drafting flexibility.

Risk of ungrounded
hallucinations if prompt
isn’t tied to RAG.

clinical protocol
retrieval, & real-time
decision support.

Interactive chat interface
embedded in EHR.

Dedicated HIPAA-
compliant clinical
infrastructure.

High precision on
domain-specific medical
guidelines & literature.

Alert fatigue and chat
friction if answers
are verbose.
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Table 2. Operational Workflow Transformation Matrix Across EHR Dimensions

Workflow dimension Legacy EHR workflow

Al agent & Copilot workflow

Documentation
Chart review
In-basket triage
Safety alerts

Prior auth/coding

Manual typing/dictation during or post-encounter.
5-15 min spent navigating fragmented tabs.
First-in, first-out manual review of all messages.
High-volume, static pop-ups leading to alert fatigue.

Labor-intensive manual chart data extraction.

Real-time ambient capture with
DAX/MS Copilot notes drafting.

Conversational clinical chatbot queries
and single-page LLM summaries.

Automated urgency routing + MS
Copilot generative draft response.

Targeted, risk-calculated
predictive CDS interventions.

Automated MS Copilot evidence
extraction matched to payer rules.

cus on patient interaction [17, 18].

For chart review, clinician-facing chatbots and Copilot-
style agents enabled natural language queries such as “sum-
marize this patient’s last three cardiology visits” or “show
relevant labs and imaging for heart failure management,” re-
placing tab-by-tab navigation with guided, conversational ex-
ploration, (as shown in Table 2. These Al agents synthesized
longitudinal timelines, care gaps, and risk factors into single-
page summaries as shown in operational transformation matrix
across EHR dimensions. The workflow operational transfor-
mational matrix across the EHR Dimensions was analyzed as
shown in Table 2.

Inbox triage agents restructured in-basket workflows by
automatically categorizing patient portal messages by urgent
clinical, routine clinical, administrative, flagging high-risk
messages, and pre-drafting responses for clinician review and
signature [19, 20]. This shift reduced manual triage burden and
improved prioritization of clinically critical messages.

Revenue cycle Al agents used Microsoft Copilot and clini-
cal chatbots to auto-extract medical necessity evidence, match
documentation to payer rules, and pre-fill prior authorizations
and coding fields. These workflows reduced back-office chart
review time and improved alignment between documentation
and billing requirements.

Quantitative impact on time and workload

Across ambient Al documentation and triage implementations,

studies were reported as shown in Table 3.

*  Per-patient documentation time reductions from approxi-
mately 10—12 to 2—4 min (=75% reduction).

* Decreases in daily administrative time from about 2.5 h
to around 1 h per full-time equivalent (<60% reduction).

* Reductions in weekly after-hours (weekly) tasks from

Table 3. Quantitative Workflow and Efficiency Impact Metrics

roughly 810 to 2-3 h (=70% reduction) as shown in Ta-
ble 3.

Human factors engineering (HFE) frameworks

Visual provenance and bi-directional grounding

HFE analysis across included studies highlighted visual prov-
enance and bi-directional grounding as critical mechanisms for
safe Al integration. Interfaces visually differentiate Al-gener-
ated text from clinician-authored content and allow users to
trace generated statements back to source audio or chart ele-
ments, thus reducing verification friction [21, 22].

Bi-directional grounding techniques—such as hover-to-
highlight corresponding transcript segments, audio times-
tamps, or EHR data fields—allow clinicians to rapidly
validate Al-generated content. These patterns mitigate hal-
lucination risk by making evidence pathways visible and ac-
tionable.

Progressive disclosure and chunked output

Chunking Al agent output into semantically distinct visual
cards (e.g., “history,” “assessment,” “plan,” “medications”)
and using progressive disclosure avoid overwhelming clini-
cians with dense, monolithic drafts. High-level summaries can
be presented first, with optional expansion into detailed evi-
dence views. These design patterns help clinicians prioritize
review, focus on clinically important sections, and reduce time
spent scanning long notes. Progressive disclosure also sup-
ports safer CDS by surfacing high-risk alerts and recommen-
dations at the appropriate level of detail.

LRI LRI

Performance metric Pre-Al baseline

Post-Al agent implementation

Operational shift (%)

Documentation time (per patient) 10-12 min
Daily administrative time (per FTE) 2.5h
After-hours (weekly) 8-10h

2—4 min
1.0 hour
2-3h 70% reduction

75% reduction

60% reduction
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Attestation interlocks and verification workflows

Attestation interlocks—structured checkpoints where clini-
cians must explicitly review and confirm Al-generated sec-
tions—were identified as key tools to manage verification bur-
den. These can be embedded at the note, section, or statement
level, with streamlined UI controls (e.g., accept, edit, discard).

Well-designed verification workflows strike a balance be-
tween safety and efficiency: they avoid excessive clicks and
redundant confirmations while ensuring that high-risk content,
such as diagnostic impressions or orders, receives appropriate
human review.

Interoperability architecture: SMART on FHIR integration

Several studies and implementation reports emphasized
SMART on FHIR-based architectures as enablers of secure,
scalable Al agent integration into EHRs. SMART on FHIR
apps can access standardized FHIR resources (patient, en-
counter, observation, medication, document, and reference)
via FHIR APIs, enabling Al agents to operate on near real-time
clinical data.

This architecture supports multiple AI modalities—ambi-
ent documentation, chart intelligence, triage, and CDS—with-
out requiring separate data silos or manual exports. It also
facilitates governance by centralizing audit logs, consent man-
agement, and identity/authorization (e.g., OAuth2/OpenID
Connect) at the EHR layer. For clinical engineers, SMART on
FHIR offers a practical blueprint for integrating multiple Al
agents while preserving security, privacy, and interoperability
[21,22].

Discussion

This study demonstrated that EHR-integrated Al agents can
substantially reduce documentation time, administrative bur-
den, and after-hours work, while improving perceived usabil-
ity and cognitive workload measures. Ambient scribes and co-
pilots reframe documentation as a review-and-attest task; chart
intelligence agents transform navigation into question-driven
exploration; triage agents reshape message management into
risk-stratified queues; and revenue cycle agents automate
evidence extraction for prior authorizations and coding. At
the same time, the review underscores that naive Al integra-
tions can simply relocate cognitive overload to verification
and auditing, particularly if interfaces lack Visual Provenance,
Progressive Disclosure, and Attestation Interlocks. HFE must
therefore be treated as a first-class design constraint in Al
agent deployment.

This study proposed a four-layer “HFE-AI integration
loop” to unify operational, human factors, and technical di-
mensions of EHR-integrated Al agents as shown in Figure 3.
The Data & Context Layer aggregates multimodal clinical and
operational data via FHIR/SMART or vendor-native APIs.
The Agent Reasoning & Action Layer performs planning, ac-
tion, reflection, and memory to generate clinical and admin-

istrative outputs. The Human—Al Interaction & Verification

Layer surfaces these outputs through EHR-native interfaces

that implement Visual Provenance, Progressive Disclosure,

and Attestation Interlocks [22, 23]. Finally, the Organizational

Learning & Governance Layer monitors safety, performance,

and workflow impact, feeding back into model and workflow

iteration. This loop positions Al agents not as standalone tools
but as components of a socio-technical system in which human
oversight, interface design, and governance determine whether
generative efficiency translates into net reductions in cognitive
load and burnout.

The figure depicts four concentric layers representing the
key components of your framework:

1. Data & Context (innermost) — EHR data, ambient audio,
patient-reported data, operational systems. The innermost
layer supplies the raw inputs (EHR data, ambient audio,
patient-reported data, operational systems) that agents
consume to perform reasoning and execute tasks. Without
high-quality, well-integrated data, agents cannot function
reliably.

2. Agent Reasoning & Action — Al agents performing docu-
mentation, chart review, inbox triage, etc. Agents generate
outputs (documentation, chart reviews, inbox triage) that
must be verified and trusted by clinicians. The HFE pat-
terns (visual provenance, progressive disclosure, attesta-
tion interlocks) are positioned here to ensure outputs are
transparent, appropriately scoped, and require explicit hu-
man confirmation before affecting clinical records.

3. Human-Al Interaction & Verification — The interaction
layer produces signals about trust, errors, overrides, and
user behavior that feed into the outermost governance
layer. This enables continuous monitoring, policy refine-
ment, training updates, and system improvement based on
real-world performance.

4. Organizational Learning & Governance (outermost) —
monitoring, policy, training, and continuous improve-
ment. The outermost layer establishes the rules, guard-
rails, and feedback mechanisms that shape how data are
collected, how agents are deployed, and how human-Al
interactions are designed. It ensures compliance, safety,
equity, and alignment with institutional goals across the
entire stack.

Limitations and future directions

Clinicians remain vulnerable to automation bias—the tenden-
cy to trust Al outputs uncritically, especially under time pres-
sure and cannot reliably distinguish Al-generated from human-
authored clinical notes, creating risk that inaccurate drafts are
accepted without adequate scrutiny [22, 23]. The framework’s
verification layer assumes active engagement, but real-world
workflows may encourage passive “rubber-stamping,” partic-
ularly when Al accuracy is high on routine cases.

Data & Context layer inherits well-documented EHR safe-
ty challenges: confusing visual displays, inadequate alerting,
interoperability gaps, and opaque defaults. Al agents that read
from or write to these systems may amplify existing hazards,
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Figure 3. A four-layer concentric framework for healthcare Al agents, with Data & Context at the core, surrounded by Agent
Reasoning & Action, Human-Al Interaction & Verification (featuring the three HFE patterns: Visual Provenance, Progressive
Disclosure, and Attestation Interlocks), and Organizational Learning & Governance at the outermost layer.

for example, misinterpreting ambiguous data fields or perpetu-
ating incorrect default values. The framework does not explic-
itly address how agents should handle conflicting or incom-
plete data from multiple EHR sources.

The Human—AlI Interaction layer introduces additional
verification steps that may increase rather than reduce clinician
burden. Reading Al-generated notes in full, checking clinical
reasoning, verifying medications and doses, and confirming
nothing was added or omitted require sustained attention. If
verification becomes perfunctory due to time constraints, the
safety benefits of the framework erode. Just as EHR alert fa-
tigue leads clinicians to override warnings, repeated exposure
to Al-generated content requiring verification may produce
“verification fatigue”—a tendency to accept outputs without
thorough review.

The framework’s progressive disclosure pattern helps,
but does not fully resolve, the tension between transparency
and information overload. In high-volume settings (e.g., in-

box triage, routine documentation), the cumulative time re-
quired for verification could negate efficiency gains or create
bottlenecks. The framework lacks explicit guidance when
reduced oversight is acceptable versus when full review is
mandatory.

Current regulatory oversight for Al in healthcare is frag-
mented and often limited to safety monitoring rather than ef-
fectiveness. The framework’s attestation interlocks place re-
sponsibility on clinicians, but legal liability for Al-assisted
errors remains unclear. Organizations may face liability if
governance structures are deemed insufficient, even when in-
dividual clinicians sign off on Al outputs.

Effective deployment requires substantial investment in
training, workflow redesign, and cultural change. Poor hu-
man—computer interface design or inadequate training can
considerably diminish the tool’s effectiveness, even if the
underlying Al is sound. The framework’s outermost layer as-
sumes continuous improvement but does not specify mecha-
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nisms for capturing and responding to user feedback, error
reports, Or near-misses.

Clinical engineering implications

For clinical engineers and health IT leaders, these findings

translate into several actionable implications:

* Al agents should be embedded via SMART on FHIR
within core EHR workflows, avoiding fragmented, portal-
based experiences.

* HFE framework Visual Provenance, Progressive Disclo-
sure, Bi-Directional Grounding, and Attestation Inter-
locks, must be designed up front, not retrofitted.

* Governance structures must include continuous monitor-
ing of hallucination and omission profiles, coupled with
feedback loops for model refinement.

* Audit logs and interaction analytics should be used to
identify friction points, measure verification burden, and
iteratively optimize workflows.

These implications are tightly aligned with the mission of

Al-focused clinical journals that seek evidence-based strate-

gies for responsible, effective Al integration.

Conclusions

Al agents—including ambient documentation scribes, Micro-
soft Copilot for Healthcare, ChatGPT-based systems, and cli-
nician chatbots—have the potential to transform EHRs from
passive documentation repositories into active clinical copi-
lots. When integrated via SMART on FHIR and governed by
robust HFE frameworks, these agents can significantly reduce
documentation and administrative burden while supporting
safer, more efficient clinical workflows.

Clinical engineers play a pivotal role in designing the in-
tegration architectures, interaction models, and safety inter-
locks that determine whether Al agent deployment translates
into real improvements in clinician experience, operational
throughput, and patient care.
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